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1 Introduction: LLMs for everyone

Large language models (LLMs) today, including multilingual LLMs (Lin et al., 2022; et al, 2023; Aryabumi
et al., 2024), often degrade in their performance in multilingual scenarios (Joshi et al., 2020, 2024). Improving
the multilingual performance of LLMs over the range of their reasoning and retrieval-augmented generation
capabilities is crucial for supporting language communities around the world. This is a broad endeavour,
which T organize along two dimensions. Firstly, evaluating / diagnosing multilingual capabilities and
failures is the first and necessary step; we also want to find mitigating or improving solutions. Secondly,
different groups of languages have varying problem areas and needs, and the goal is to synergistically advance
performance across these groups. We are interested in achieving parity for mid-resource languages with
high-resource languages for reasoning, retrieval-augmented generation (RAG), tool use, and other frontier
capabilities of LLMs. Many languages are dialects or variants of closely related high-resource language
neighbours, and we aim to leverage cross-lingual transfer for robust comprehension for these languages.
Finally, we have the long tail of low-resource languages, which have very scant training and evaluation
resources, and for which we aim for basic fluency and machine translation.

My previous work focuses on evaluation and training protocols for low-resource languages and dialects,
and diagnosing generation failures for mid-resource languages. In the remaining years of my PhD, I plan to
explore fundamental questions in end-to-end as well as translation-assisted multilinguality for mid-resource
languages, focusing on retrieval-augmented generation and reasoning as application scenarios. The goal of
my work is to develop robust, effective, and scalable solutions to multilinguality with LLMs.

2 Low-resource languages: Benchmarking, Dataset design, and Experimentation Frameworks

For the vast majority of the world’s 3800+ languages, data availability drops off sharply: many low-resource
language are nearly unseen from LLMs, with very evaluation or training data (Joshi et al., 2020; Wang
et al., 2022). The first pain point is benchmarking: we have no way to assess even basic LLM capabilities for
these languages, and as a consequence, they are left out of the iterative loop of advancement and mainstream
evaluation in LLM technologies. This motivated my work on ChiKhaPo, a massively multilingual benchmark
that evaluates basic lexical understanding and generation across thousands of languages using four tasks in
both directions (Chang and Bafna, 2025). Next, curating training data for these languages has unique
practical and scientific challenges. Given a fixed budget and feasible dataset size, it is crucial to include
diverse and representative examples in it, so as to gain as much information as possible about comprehension
and generation in the language. This motivates research in protocols for curating training data in extremely
low-resource languages while maintaining domain, length, and grammatical diversity in curated samples,
which I explored as part of the Omnilingual MT project (Omnilingual MT Team et al., 2026). Given
pretraining data scarcity, a dominant paradigm in this regime is in-context language learning with LLMs
using a variety of external materials like lexicons, grammar rules, and other types of linguistic processing
in the context of an LLM (Zhang et al., 2024, 2025; Hus and Anastasopoulos, 2024). However, scientific
exploration and experimentation remains a problem in this resourcedness regime, given the core problem
of resource scarcity in terms of basic NLP tools, metalinguistic materials, and researcher expertise, for
cheaply exploring new strategies, impeding cheap and fast progress for these languages. Bafna et al. (2026)
introduces a general-purpose framework for systematically assessing and exploring new strategies in in-
context learning for unseen languages, leveraging artificial cipher-constructed languages. This line of work
seeks to put hundreds of previously invisible languages on the radar of LLM-driven NLP.

3 Dialects, variants, and accents: Robustness across the Language Continuum

Large populations of the world speak dialectal variants of high-resource languages. Many such low-resource
dialects occur in language and dialect families, exhibiting continuous and structured differences from each
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other (Hovy and Purschke, 2018; Bergman and Diab, 2022). There is accordingly a rich and long tradition
of investigating cross-lingual transfer: training in one language benefiting others (Vaswani et al., 2017; Pires
et al., 2019; Devlin et al., 2019; Conneau et al., 2020; Dhamecha et al., 2021; Cahyawijaya et al., 2021;
Bafna et al., 2023, inter alia). In general, these works still treat dialects and closely-related languages
as discrete monoliths: however, language in casual use is fluid and dynamic across dialect boundaries,
calling for principled general approaches to linguistic variation. It is therefore important to evaluate the
robustness of LLMs to fluid dialectal variation (Bafna et al., 2024). Further, this model of language as
a continuum inspired DialUp, a dual technique to induce robustness across the continuum rather than for
particular dialects (Bafna et al., 2025a). This conception is also relevant and critical in speech processing,
where accent and dialect variation still breaks SOTA models (Bafna and Wiesner, 2025). Future work
may explore porting these robustness methods to speech models. This line of work seeks to construct
principled strategies for handling fluidity and variation in language.

4 Mid-resource languages: End-to-end Multilinguality and the Translation Cascade

Currently, frontier capabilities of LLMs such as RAG (Lewis et al., 2020) and complex reasoning degrade
for mid-resource languages like Arabic, Bengali, and Swahili, which may have large user bases (Hendy et al.,
2023; Cahyawijaya et al., 2024; Jiao et al., 2023; Marchisio et al., 2024; Shen et al., 2024).

Previous work demonstrates that natively multilingual
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4.1 Robust Retrieval with Multilingual Text Embed-
dings

Retrieval is an important hurdle for multilingual and cross-lingual RAG, and relies on quality embedding-
based retrieval (Goworek et al., 2025; Enevoldsen et al., 2025). Due to the core problem of data imbalance
across languages, constructing robust and reliable multilingual semantic spaces is still an unsolved problem,
despite various efforts in better multilingual alignment (Sggaard et al., 2018; Wada et al., 2019). In the
context of retrieval, this can be understood as the root cause of poor retrieval of documents in low-resource
languages during cross-lingual retrieval, and the related observed phenomenon where models prefer to retrieve
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documents in high-resource languages (Goworek et al., 2025; Nouri and Yangarber, 2014; Park and Lee, 2025).
This motivates work in exploring methods to mitigate the effects of poor multilingual embedding spaces on
multilingual retrieval, in a post-hoc and training-free manner. I propose to achieve this via adjustments in
multilingual retrieval based on fundamental insights on multilingual representation spaces trained on data-
imbalanced corpora. First, I propose to investigate whether we can formalize and quantify the phenomenon
of quality degradation in an embedding space, given a language and a “concept” to be embedded. I then
propose to explore methods of predicting this effect based on language resourcedness and concept rareness.
Finally, I propose to leverage this understanding to design interventions for multilingual retrieval, such as
post-hoc corrective techniques, adjusted scoring mechanisms, and mechanisms to fallback to sparse hybrid
retrieval systems (Karpukhin et al., 2020).

4.2 Managing Alignment and Diversity in Retrieval with Multilingual Representation Spaces

Multilingual transformer-based data-driven models face a inherent and critical tension between language
alignment (cross-lingual access of information and consistency) and diversity (culturally and linguistically
appropriate grounding) (Han et al., 2025). In the context of RAG, the corresponding observed failure
modes can be understood as the knowledge gap (information in one language is not accessible in another)
(Lu et al., 2025; Wang et al., 2025) and localization bias (the model fails to localize itself in diverse
language and cultural scenarios) (Hershcovich et al., 2022; Naous et al., 2024). These phenomena have been
largely discussed from an observational and extrinsic standpoint concerned with desirable outcomes from
either side in isolation, despite the demonstrable trade-off between them (Han et al., 2025). In ongoing
work, I present a unifying fundamental understanding of the capability of a multilingual representation
space to encode both types of behaviours. This involves exploring the conditions under which a fixed
capacity representation space can most efficiently encode alingment and diversity requirements: I prove
that its efficiency is controlled by computable and interpretable characteristics such as the norm of the
matrix representing diverse requirements, and the extent of orthogonality between constructed aligned and
diverse subspaces. These findings present us with intrinsic metrics for multilingual representation spaces
for evaluating state-of-the-art multilingual text embeddings, and inspiring techniques for their improvement.
The insights and methods from the above two works can be adapted for general scenario of multilingual
representation spaces as countering issues stemming from the core problem of data imbalance across multiple
languages.

4.3 The Translation Cascade in the Era of LLMs

Using an MT cascade at various points in the LLM pipeline for a complex reasoning task (translating inputs,
outputs, queries, external documents) has many advantages for multilingual processing, in terms of a practical
solution for extending the powerful reasoning and RAG capabilities of LLMs to other languages (Liu et al.,
2024), without needing to optimize for individual languages. In ongoing work, I show that this is particularly
relevant for mid-resource languages, which may have decent machine translation support but may still suffer
in complex reasoning and other scenarios with end-to-end processing. However, this comes with the following
problems. Firstly, MT may be fallible on the same edge cases for which end-to-end performance is weak, such
as rare concepts. Secondly, the MT cascade may introduce errors that may actually degrade performance.
Finally, there may be particular queries where access to culture- or language-specific information is required.
In these cases, performing translation of the English output would be inadequate, and we would like our
“MT” system to actually modify the content or to disregard it (MT+). I propose to systematize the use of
translation in LLM workflows. In planned work, I conduct a comparison of the MT cascade with end-to-end
multilingual approaches given a variety of input scenarios (source and target language, task, input, domain,
model used), extracting insights on the failure modes of either paradigm. I propose to construct a lightweight
and adaptable module that can dynamically route inputs to the optimal approach for boosting performance.
Finally, I propose to develop MT+ systems tailored to an LLM cascade. This direction aims for practical
and scientific insights and techniques promoting scalable multilinguality.
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