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1 Introduction

Recent benchmarks for multilingual retrieval and retrieval-augmented generation (RAG) highlight chal-
lenges in multilingual consistency, robustness, and grounding (Bandarkar et al., 2024; Singh et al., 2024;
Enevoldsen et al., 2025; Li et al., 2024a; Liu et al., 2025b). A large body of work demonstrates that LLM
performance degrades significantly for low-resource languages across tasks, and that these failures are driven
by data scarcity leading to systematic biases such as preference for high-resource languages and instability
under cross-lingual conditions (Cahyawijaya et al., 2024; Ki et al., 2025; Park and Lee, 2025; Amiraz et al.).
These issues are closely related to long-tail knowledge effects and limitations in multilingual representation
spaces, where models rely on partially language-agnostic internal representations that are often aligned to-
ward English, leading to errors in cross-lingual transfer, factual recall, and generation (Conneau et al., 2020;
Bafna et al., 2025b; Li et al., 2024b). Prior approaches for improving multilingual performance include cu-
rating and fine-tuning on multilingual data, leveraging cross-lingual transfer from high-resource languages,
explicitly controlling the language of generation, and leveraging translation-based pipelines or cascaded sys-
tems, which remain strong baselines especially for low- and mid-resource languages and are widely used in
multilingual RAG (NLLB Team et al., 2024; Nekoto et al., 2020; Dhamecha et al., 2021; Li et al., 2025;
Liu et al., 2025a; Ranaldi, 2026). The above studies expose the consequences of poor multilingual repre-
sentations, fundamental trade-offs between language-agnosticity and language-specificity in representation
spaces, and the practicality of translation cascades. This motivates a fundamental investigation of
end-to-end as well as translation-assisted multilinguality for low- and mid-resource languages,
where improving cross-lingual retrieval and generation remains an open problem central to
practical multilingual LLM deployment.

2 Prior Work

My prior work focuses on diagnosing generation failures for mid-resource languages, robust compre-
hension of dialects, and evaluation and training protocols for low-resource languages.

The first pain point for low-resource languages is benchmarking and lack of training data: as a con-
sequence, they are excluded from the iterative loop of advancement and mainstream evaluation in LLM
technologies. This motivated my work on ChiKhaPo, a massively multilingual benchmark for lexical com-
prehension and generation across thousands of languages (Chang and Bafna, 2025), as well as my work
in protocols for sample-efficient training dataset design as part of the Omnilingual MT project (Omnilin-
gual MT Team et al., 2026). Finally, given that in-context learning is a natural paradigm for the processing
of low-resource languages (Zhang et al., 2024, 2025; Hus and Anastasopoulos, 2024), Bafna et al. (2026)
introduces a general-purpose framework for systematic experimentation in in-context language learning for
low-resource languages, seeking to accelerate progress in this field. Next: large populations of the world
speak dialectal variants of high-resource languages. Previous literature in cross-lingual transfer (Vaswani
et al., 2017; Pires et al., 2019; Cahyawijaya et al., 2021; Bafna et al., 2023, inter alia), treats dialects and
closely-related languages as discrete monoliths: however, language in casual use is fluid and dynamic across
dialect boundaries, calling for principled general approaches to linguistic variation. In Bafna et al. (2024)
and Bafna et al. (2025a), I present techniques to evaluate the dialectal robustness of LLMs and then induce
dialectal robustness across the continuum, rather than for particular dialects. This idea is also critical in
speech processing where accent and dialect variation still breaks SOTA models (Bafna and Wiesner, 2025).
Future work may explore porting these robustness methods to speech models.

Previous work in the field demonstrates that multilingual inputs, including mid-resource language
inputs are internally processed by LLMs in a “high-resource language space”, shown to be close to English,
then transitioning to the target language near final layers (Wendler et al., 2024; Foroutan et al., 2022;
Tang et al., 2024; Kojima et al., 2024; Schut et al., 2025). My recent work shows the “translation barrier
hypothesis” (Bafna et al., 2025b), which presents an interpretable diagnosis for the failure of multilingual
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generation: i.e. that the implicit translation stage bears a large extent of blame for final generation failure.
This motivates my planned work in fundamental advancements for end-to-end multilinguality as well as
investigating the utility of the explicit translation cascade for tasks such as reasoning and RAG.

3 Managing Alignment and Diversity in Cross-Lingual and Multilingual Retrieval

Multilingual transformer-based data-driven models exhibit an inherent tension between language agnosticity
(cross-lingual consistency of information and behaviour) and specificity (culturally and linguistically ap-
propriate alignment) (Han et al., 2025). The corresponding observed failure modes can be understood as
the knowledge gap (information in one language is not accessible in another) (Goworek et al., 2025) and
localization bias (the model assumes the dominant viewpoint and is error-prone in diverse language and
cultural settings) (Hershcovich et al., 2022). These phenomena have been largely discussed from an extrinsic
standpoint concerned with desirable outcomes from either side in isolation, despite the demonstrable trade-
off between them. In ongoing work, I present a unifying fundamental understanding of the capability of a
multilingual representation space to encode both types of behaviours. I prove that the multilingual efficiency
of a fixed capacity representation space is controlled by computable and interpretable characteristics, which
can be considered intrinsic metrics for multilingual representation spaces as well as inspiring techniques for
their improvement. The insights and methods from the above two works can be adapted for general scenario
of multilingual representation spaces as countering issues stemming from the core problem of data imbalance
across multiple languages.

4 Robust Retrieval with Multilingual Text Embeddings

Cross-lingual and multlilingual RAG suffer from poor text embeddings for low-resource languages, leading to
poor retrieval of documents in low-resource languages during cross-lingual retrieval, and the related observed
phenomenon where models prefer to retrieve documents in high-resource languages (Goworek et al., 2025;
Park and Lee, 2025; Enevoldsen et al., 2025; Ranaldi, 2026). This motivates work in exploring methods to
mitigate the effects of poor multilingual embedding spaces on multilingual retrieval. I propose to achieve this
in a post-hoc and training-free manner via adjustments in multilingual retrieval based on fundamental insights
on multilingual representation spaces trained on data-imbalanced corpora. First, I propose to investigate
whether we can formalize and quantify the phenomenon of quality degradation in an embedding space, given
a language and a “concept” to be embedded. I then propose to explore methods of predicting this effect based
on language resourcedness and concept rareness. I then propose to leverage this understanding to design
interventions for multilingual retrieval, such as adjusted scoring mechanisms, post-hoc corrective techniques,
or mechanisms to fallback to hybrid dense and sparse retrieval systems (Karpukhin et al., 2020).

5 The Translation Cascade for Reasoning and RAG in the Era of LLMs

Using an MT cascade at various points in the LLM pipeline for a complex reasoning task (translating inputs,
outputs, queries, external documents, etc.) has many advantages for multilingual processing, in terms of a
practical solution for extending the powerful reasoning and RAG capabilities of LLMs to other languages
(Liu et al., 2024), without needing to optimize for individual languages. In ongoing work, I show that
this is particularly relevant for mid-resource languages, which may have decent machine translation support
but may still suffer in complex reasoning and other scenarios with end-to-end processing. However, this
comes with problems of error propagation, MT failures on rare concepts, and inadequate treatment of inputs
requiring cultural grounding. In these cases, it may be preferable to use the end-to-end approach, as well as
“MT” systems that can intelligent adapt content to query-specific needs (MT+). I propose to systematize
the use of translation in LLM workflows. In planned work, I conduct a comparison of the MT cascade
with end-to-end multilingual approaches given a variety of input scenarios (source and target language,
task, input, domain, model used), extracting insights on the failure modes of either paradigm. I propose to
construct a lightweight and adaptable module that can dynamically route inputs to the optimal approach for
boosting performance. Finally, I propose to design and develop MT+ systems tailored to an LLM cascade.
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